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Abstract

This contribution analyzes the aggregation of VoIP streams for multiplexed transport over a pure IP or MPLS network, using Y.vtoip or Y.1414, respectively. This important NGN application has implications on the packet payload format and procedures to be used for these Recommendations. 

Aggregating of VoIP Streams

In certain applications point to point transport over packet switched networks of multiple voice channels is required. One prevalent example of such a voice trunking application is toll-bypass, where a service provider with an IP connection sells telephony services that compete with traditional long-distance services. The service provider, in order to utilize the bandwidth of the IP connection as frugally as possible, compresses the channels using speech compression technologies (e.g. G.729, G.723.1).

The conventional implementation for voice trunking over IP networks involves the set-up and running of multiple VoIP connections. Since typical compressed voice packet payloads are relatively small (10 to 48 bytes), while conventional L2 plus UDP/IP plus RTP are larger (e.g. for Ethernet 18+28+12=58 bytes), after investing heavily in computational resources in order to save bandwidth, the transport efficiency is remains extremely low due to packet overhead.

There are several possible methods to improve the efficiency. First, one may employ "superpackets", consisting of several successive payloads. Unfortunately, this tactic greatly increases the buffering delay, and thus increases the already high round-trip delay. This further reduces the users perception of voice quality, and can push the system over the one-way transmission time limits set by G.114. 

Second, one can decrease the overhead size by employing "header compression" techniques. These typically reduce the UDP/IP or UDP/IP+RTP headers to a small number of bytes, but do not eliminate the L2 overhead. Compressed header packets are not standard IP packets, and require routers or edge equipment that are header-compression-aware. In addition, header compression functions best for single-hop, low-delay, zero-packet-loss links. In the presence of packet loss, header compression further degrades the perceived voice quality. A quantitative comparison between header compression and trunking has been previously presented (contribution WD5_GVA_16 from the 17-21 November 2003 meeting of Q5).
For voice trunking applications one can combine the payloads of multiple voice channels into a single packet, thus incurring only a single overhead for large numbers of channels. This method has no serious disadvantages, as it does not add delay, does not require special edge equipment, and has no additional detrimental effect in the presence of packet loss. However, it utilizes a different topology from the conventional VoIP one. This topology is depicted in figure 1.
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Figure 1   trunking gateway topology

In the original scenario envisioned for Y.1414 and Y.vtoip, the end-user phones were standard (POTS) telephones and the connection to the trunking gateway was either by direct analog connection or over the public telephony network. In a more modern scenario the end-user phones may be IP-phones connected to the service provider’s trunking gateway over an access network (or even over the public Internet). The connection may be of the mixed variety, e.g. originating in an IP-phone and terminating in a POTS phone.

There are two differences of interest between the POTS and IP-phone cases, namely the protocols used for setup and teardown, and the fact that the user traffic from an IP-phone is already in transportable format, i.e. arrives as RTP packets with the contents possibly already compressed. 

SIP and H.323 are the standardized protocols used by IP phones for setup and teardown of connections. These protocols will generally be terminated at the trunking gateway and the information carried in them extracted in order to locate the appropriate remote trunking gateway and end-user. It is not the purpose of the present contribution to discuss this topic.

If an IP-phone delivers compressed voice to the trunking gateway, it is generally best not to decompress or transcode the content due to the perceptual degradation that will be experienced. If the IP-phone delivers uncompressed voice the trunking gateway may compress this content in order to conserve bandwidth. In this case care must be taken to properly distinguish between speech, modem, facsimile and tone content.

All standard VoIP audio streams are carried in RTP packets, as described in RFC 3550. Optionally, separate RTCP streams are used for media control (reports of faults, congestion, performance, etc). The RTP header contains information such as a sequence number and a timestamp useful for maintenance of time continuity (see contribution D466 to the February 2004 meeting of Q5). If the trunking gateway does not carry the RTP header and the far end is also an IP-phone, it will be necessary to recreate a valid RTP header.

Proposal

It is proposed to allow transport of RTP packets in the payload of Y.1414 and Y.vtoip channel PDUs, see figure 2.
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Figure 2   packet format for RTPoAAL2oIP

This proposal has numerous advantages but entails an additional 12 bytes of overhead. Since SSCS PDUs are limited to 64 bytes in length, this may seem to be overly confining, but for the overwhelming majority of cases of interest there is no problem. This can be seen by considering that typical large payload sizes are 48 bytes (superpackets of G.723.1 at 6.3 kb/s) and 40 bytes
(5 msec of G.711 or super-packets of G.723.1 at 5.3 kbps); both of these can tolerate the additional 12 bytes of overhead. A 10 msec of G.711 contains 80 bytes, and thus does not fit into a SSCS PDU even without RTP overhead.  

Additionally, all non-compound RTCP messages can also be transported in this fashion. Hence RTCP can be sent over the multiplexed link with only minimal intervention.
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