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Abstract

Transport of TDM over IP networks can be modeled on TDM-MPLS interworking as described inY.1413. However, due to the lack of an interworking LSP label, a connection demultiplexing mechanism must be devised. This contribution discusses alternatives for use of UDP port numbers as connection demultiplexing labels.

1 UDP/TCP Ports

In addition to (layer 3) IP addresses, UDP/IP and TCP/IP hosts have (layer 4) 16-bit port numbers, the combination of IP address plus port number being called a “socket”. The allocation of port numbers is performed by IANA, with “well known port numbers” in the range from 0 through 1023, “registered port numbers” from 1024 through 49151, and “dynamic or private port numbers” from 49152 through 65535.

The primary use of TCP and UDP port numbers is application demultiplexing, with requests to an IP server being forwarded to the appropriate application based on the well known or registered destination port number. Another, somewhat less prevalent use is connection demultiplexing, whereby multiple connections carrying data destined for the same application are distinguished based on dynamic port numbers.

Unfortunately, the TCP and UDP standards (RFCs 793 and 768, respectively) do not mandate mechanisms for port number allocation or use. In particular RFC 768 merely states:

Source Port is an optional field, when meaningful, it indicates the port of the sending process, and may be assumed to be the port to which a reply should be addressed in the absence of any other information.  If not used, a value of zero is inserted.

Destination Port has a meaning within the context of a particular Internet destination address.

While the TCP text is more descriptive, it is equally noncommittal:

To allow for many processes within a single Host to use TCP communication facilities simultaneously, the TCP provides a set of addresses or ports within each host. …
The binding of ports to processes is handled independently by each host.  However, it proves useful to attach frequently used processes … to fixed sockets which are made known to the public.  These services can then be accessed through the known addresses.  Establishing and learning the port addresses of other processes may involve more dynamic mechanisms.

2 Example Port Usage

In order to better understand conventional usage, we will describe the use of port numbers by several important applications.

2.1 HTTP

The updated version of this request/response protocol is described in RFC 2068. An HTTP client opens an HTTP connection (usually using port 80) and sends a request message (e.g. GET url) to the HTTP server. The server returns a response message, usually containing the data requested. After the response has been received, either the server or client immediately closes the connection. (HTTP is a stateless protocol, maintaining no information between transactions). 

HTTP is limited to one request (e.g. GET url) per connection, and the connection is broken after the request is fulfilled. Hence, every time a client wants to fetch a document or graphic a new connection must be established. This is one of the reasons http is often painfully slow.
2.2 Telnet 

RFC 854 states:

CONNECTION ESTABLISHMENT

The TELNET TCP connection is established between the user's port U and the server's port L.  The server listens on its well known port L for such connections.  Since a TCP connection is full duplex and identified by the pair of ports, the server can engage in many simultaneous connections involving its port L and different user ports U.

Port Assignment

When used for remote user access to service hosts (i.e., remote terminal access) this protocol is assigned server port 23 (27 octal).  That is L=23.

This laconic wording is typical of early RFCs, and requires some elaboration. The TELNET server waits for an incoming connection by monitoring port 23. A client process, before initiating a telnet connection, requests an unused port number from its operating system. Assume it receives port number P. It then sends a TCP/IP packet to the server with destination port 23 and source port P. The server’s response to this message is sent using destination port P and source port 23. Thus, a bidirectional but asymmetric connection has been established without any explicit setup protocol. 

2.3 FTP

RFC 959 states:

In the model described in Figure 1, the user-protocol interpreter initiates the control connection.  The control connection follows the Telnet protocol.  At the initiation of the user, standard FTP      commands are generated by the user-PI and transmitted to the server process via the control connection.  …
The FTP commands specify the parameters for the data connection (data port, transfer mode, representation type, and structure) and the nature of file system operation (store, retrieve, append, delete, etc.).  The user-DTP or its designate should "listen" on the specified data port, and the server initiates the data connection and data transfer in accordance with the specified      parameters.   …

CONNECTION ESTABLISHMENT

The FTP control connection is established via TCP between the user process port U and the server process port L.  This protocol is assigned the service port 21 (25 octal), that is L=21.

Once again some elaboration is required. Unlike HTTP and telnet, FTP uses a minimum of two connections per session: a half-duplex connection for control, and a full-duplex connection for data transfer. By default, TCP port 21 is used the control destination port, and TCP port 20 is the data port of the server. The data connection port number of the client is allocated either by the client (active mode) or by the server (passive mode). In MPLS terminology, either “downstream” or “upstream” allocation is possible. Web browsers use the passive mode due to its enhanced security.

The port number allocation takes place as follows. For active mode connections, the client sends a “port” command to the server using the control connection and the telnet protocol. The destination port number of this command is 21, while the source port Pc is that allocated by the client’s OS, as in the telnet case. The “port” command specifies a port number Pd, thereby requesting the server to establish a data connection from its port number 20 to the client to the specified port number. For passive mode connections, the client issues a “pasv” command instead of a “port command”, and the server responds with a message containing the port number Pd to be used. In either case control connection packets, which are always from the client to the server, have source port Pc and destination port 20. Data packets from the server to the client use source 20 and destination Pd, while data packets in the opposite direction reverse these ports.

2.4 RTP

RFC 3550 states:

For efficient protocol processing, the number of multiplexing points should be minimized, as described in the integrated layer processing design principle [10].  In RTP, multiplexing is provided by the destination transport address (network address and port number) which is different for each RTP session.  For example, in a teleconference composed of audio and video media encoded separately, each medium SHOULD be carried in a separate RTP session with its own destination transport address.

…

RTP relies on the underlying protocol(s) to provide demultiplexing of RTP data and RTCP control streams.  For UDP and similar protocols, RTP SHOULD use an even destination port number and the corresponding RTCP stream SHOULD use the next higher (odd) destination port number.

RTP connections use UDP destination port numbers in order to identify the connection. Port numbers 5004 and 5005 have been registered by IANA for those applications that choose to use them as the default pair, but for hosts supporting multiple connections some mechanism of allocating port numbers must be utilized. When H.323 is used as the signalling protocol for VoIP, port assignment is handled by the H.225.0 signalling messages. When using SIP, the inviting party allocates the port numbers. H.248 also defines mechanisms for allocating port numbers.
2.5 TDMoIP (draft-ietf-pwe3-tdmoip-01.txt)

TDMoIP UDP packets always use a destination port number of 0x085E (2142), the port number that has been assigned to this application by IANA. 

The IETF draft suggests using the source port number as the connection demultiplexer.  Source ports uniquely identify data stream emanating from a given TDM circuit and sharing a common destination.  This usage is contrary to RTP's use of destination port numbers to uniquely identify connections emanating from divergent sources and converging on a common destination.  

Discussion

From the above examples we can abstract five methods of using UDP port numbers as connection demultiplexers.

1. Use of destination port as application demux, and source+destination socket as connection demux.

This method (used by HTTP) restricts a pair of end-points to a single simultaneous connection, and hence is not relevant for TDM transport over IP.

2. Use of destination port number to identify a protocol setup message, and implicit allocation of port numbers by originator.

This method (used by telnet) is limited to asymmetric applications, and so is not relevant for TDM transport over IP.

3. Use of destination port number to identify a control protocol, and explicit allocation of port numbers (either downstream or upstream).

This method (used by FTP) could be applicable to TDM transport over IP networks, but would require the development of a new control protocol. Such a protocol could be based on a subset of targeted LDP.

4. Use of destination port number as TDM over IP application demux, and source port number as connection demux.

This method (used by the IETF TDMoIP draft) is the simplest to implement.

5. Use of destination port number as connection demux, and optionally source port number as application demux.

This method (the first part of which is used by RTP) seems to violate both conventional usage of destination port numbers as application demux, and common sense by differentiation between different sources based on destination port.

Proposal

We propose adoption of either alternative 3 or 4 for TDM-IP interworking.

If alternative 3 is chosen, then a new work item must be initiated to design the control protocol.























































